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HPE FlexNetwork 10500 Switch Series FAQ 
Introduction 

This document contains the most frequently asked questions about HPE FlexNetwork 7500 Switch 
Series. 

Hardware 

This section contains the most frequently asked questions about the switch hardware. 

Q. What models does the HPE FlexNetwork 10500 Switch Series include? 

A. The 10500 Switch Series includes the following models:  

• 10504 (JC613A, JG820A). 
• 10508 (JC612A, JG821A). 
• 10512 (JC748A, JG823A). 

Q. How many slots does each switch model provide for the FRUs? 

A. The following table describes the slot specifications for each switch model:  

Switch 
model 

MPU slot 
number 

Switching fabric 
module slot 
number 

Service 
module slot 
number 

Fan tray 
slot 
number 

Power 
supply slot 
number 

10504 
(JC613A, 
JG820A) 

2 4 4 1 4 

10508 
(JC612A, 
JG821A) 

2 4 8 1 6 

10512 
(JC748A, 
JG823A) 

2 4 12 2 6 
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Q. The model of a card is LSU-prefixed on the front panel but is LSUM-prefixed on the card package. Is 
there a mistake? 

A. No. For a card the model of which is LSU-prefixed on the front panel, for example, LSU3WCMD0, the 
model is LSUM-prefixed on the card package, for example, LSU3WCMD0 (JG639A). LSU3WCMD0 
and LSU3WCMD0 (JG639A) identify the same card. When you order these cards, use the card 
model marked on the card package. 

Q. The front and rear slots in the switch are perpendicular to each other. What are the benefits of this 
design? 

A. This orthogonal design provides the following benefits:  

• Cross-card forwarding can be performed at the following minimum switching fabric module 
configuration: 
10504 (JC613A, JG820A), 10508 (JC612A, JG821A), and 10512 (JC748A, JG823A) 
switches—Two switching fabric modules. You can install a maximum of four switching fabric 
modules on the switches. 

• The control plane and the data plane are separated. The MPU on the switches is only 
responsible for protocol calculation and data control, and the switching fabric modules forward 
traffic between service modules. 

Q. What MPUs are available for the switch? 

A. The following MPUs are available for the switch: 

Item 
Specifications 

LSU1SUPB0 (JG496A) LSUM1SUPD0 (JH198A, JH206) 
Flash 512 MB 512 MB 

CF card Not supported 4 GB 

SDRAM 4 GB (expandable to 8 GB) 8 GB 

Ports 
• 1 console port 
• 1 network management port 

• 1 console port 
• 1 USB console port 
• 1 network management port 
• 1 CF card slot 
• 1 USB port 

Compatible switch 
models 

• 10504 (JC613A, JG820A) 
• 10508 (JC612A, JG821A) 
• 10512 (JC748A, JG823A) 

• 10504 (JC613A, JG820A) 
• 10508 (JC612A, JG821A) 
• 10512 (JC748A, JG823A) 

 

Q. What interface modules are available for the switch? 

A. The following interface modules are available for the switch: 

• LSUM1TGS24EC0 (JH194A, JH202A). 
• LSUM1QGS6EC0 (JH195A, JH203A). 
• LSUM1CGC2EC0 (JH196A, JH204A). 
• LSUM2GP44TSSE0 (JH191A, JH199A). 
• LSUM2GT48SE0 (JH192A, JH200A). 
• LSUM2TGS16SF0 (JH193A, JH201A). 
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• LSUM1TGS48SG0 (JH197A, JH205A). 
• LSU1GP24TXSE0 (JC617A, JG376A). 
• LSU1GT48SE0 (JC618A, JG377A). 
• LSU1GP48SE0 (JC619A, JG378A). 
• LSU1TGX4SE0 (JC620A, JG379A). 
• LSU1GP24TXEA0 (JC621A, JG380A). 
• LSU1GP48EA0 (JC622A, JG381A). 
• LSU1GT48EA0 (JC623A, JG382A). 
• LSU1TGX4EA0 (JC624A, JG383A). 
• LSU1GP48EB0 (JC625A, JG384A). 
• LSU1GP24TXEB0 (JC626A, JG337A). 
• LSU1TGX4EB0 (JC627A, JG386A). 
• LSU1TGS16SC0 (JC628A). 
• LSU1TGS8EB0 (JC629A, JG387A). 
• LSU1TGS8EA0 (JC630A, JG388A). 
• LSU1TGS8SE0 (JC631A, JG389A). 
• LSU1GP24TSE0 (JC763A, JG347A). 
• LSU1TGS32SF0 (JC755A, JG344A). 
• LSU1QGS4SF0 (JC757A, JG346A). 
• LSU1TGS48SF0 (JC756A, JG345A). 
• LSU1QGS8SF0 (JG392A, JG393A). 
• LSU1QGC4SF0 (JG396A, JG397A). 
• LSU1TGT24SF0 (JG394A, JG395A). 
• LSU1CGC2SE0 (JG916A). 
• LSUM2TGS32QSSG0 (JH432A). 
• LSUM2TGS48SG0 (JH433A). 
• LSUM2QGS12SG0 (JH434A). 

Q. What OAA modules are available for the switch? 

A. The following OAA modules are available for the switch: 

• LSU3WCMD0 (JG639A). 
• LSU1FWCEA0 (JG372A). 
• LSU3FWCEA0 (JH069A). 
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Q. What are the restrictions and guidelines for installing MPUs on the switch? 

A. You can install one MPU, or two MPUs for redundancy on the switch. When you install two MPUs on 
the switch, make sure the two MPUs are the same model. If they are not the same model, the 
standby MPU cannot start up. 

Q. Does the switch support CF cards? 

A. No. 

Q. What are the restrictions and guidelines for installing switching fabric modules on the switch? 

A. Follow these restrictions and guidelines when you install switching fabric modules on the switch: 

• Do not install switching fabric modules of different models on the same switch. 
• Do not install A-type switching fabric modules LSU1FAB04A0 (JC615A) and LSU1FAB08A0 

(JC616A) and LSUM-prefixed service modules on the same switch. 
• For the 10504 (JC613A, JG820A), 10508 (JC612A, JG821A), and 10512 (JC748A, JG823A) 

switches, make sure a switching fabric module is installed in either of the two lowest numbered 
switching fabric module slots. 
 Slot 6 or 7 on the 10504 (JC613A, JG820A) switch. 
 Slot 10 or 11 on the 10508 (JC612A, JG821A) switches. 
 Slot 14 or 15 on the 10512 (JC748A, JG823A) switch. 
Install the switching fabric modules first in the two lowest numbered switching fabric module 
slots. 

Q. How do the switching fabric modules on the switch perform load balancing? 

A. When a switching fabric module is removed or is isolated, the traffic is automatically re-balanced 
across the remaining active modules. 

When a new switching fabric module is added, the traffic is automatically re-balanced across all 
active modules. 

Q. What switching fabric modules are available for the switch? 

A. The following switching fabric modules are available for the switch: 

Switch model Switching fabric module model Quantity 

10504 (JC613A, 
JG820A) 

• LSU1FAB04A0 (JC615A) 
• LSU1FAB04B0 (JC751A, JG340A) 
• LSU1FAB04D0 (JC752A, JG341A) 

2 to 4 

10508 (JC612A, 
JG821A) 

• LSU1FAB08A0 (JC616A) 
• LSU1FAB08B0 (JC753A, JG342A) 
• LSU1FAB08D0 (JC754A, JG343A) 

2 to 4 

10512 (JC748A, 
JG823A) 

• LSU1FAB12B0 (JC749A, JG338A) 
• LSU1FAB12D0 (JC750A, JG339A) 2 to 4 
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 IMPORTANT: 
Do not install switching fabric modules of different models on the same switch. 
 

Q. What is the function of the console port on a switching fabric module? 

A. The console port on a switching fabric module is used for Hewlett Packard Enterprise Support and 
personnel who are familiar with the switch to maintain the switch. Do not use the console port if you 
have not been trained for that. 

Q. Are there any compatibility restrictions between the MPUs and service modules on the switch? 

A. There are no compatibility restrictions between the MPUs and service modules on the 10504 
(JC613A, JG820A), 10508 (JC612A, JG821A), and 10512 (JC748A, JG823A) switches. 

Q. What power supplies are available for the switch? 

A. The following power supplies are available for the switch: 

• LSUM1AC2500 (JC610A). 
• LSUM1DC2400 (JC747A). 

You can install a maximum of four or six power supplies on the switch depending on the switch 
model. 

Q. Can I install AC and DC power supplies on the same switch? 

A. No. 

Q. How is intelligent power management implemented on the power system of the switch? 

A. When the switch reboots, the system calculates the total power that can be provided by all power 
supplies. It deducts power required by fan trays and MPUs from the total power and provides the 
remaining power for the switching fabric modules and service modules. 

When a new switching fabric module or service module is added, the switch compares the remaining 
power to the power required by the card. If the remaining power is sufficient, the card starts up. If the 
remaining power is insufficient, the card does not start up. 

Q. What protective measures do the switch power supplies use? 

A. The switch power supplies use the following protective measures: 

• Input protection—Input over-voltage protection, input under-voltage protection, and input 
over-current protection. 

• Output protection—output over-voltage protection, output over-current protection, output 
short-circuit protection, and output over-temperature protection 

Q. How does the switch adjust the fan speed? 

A. Fans are grouped to provide cooling service for different cards. The switch automatically adjusts the 
fan speed of each fan group, depending on the card temperature. 

You can use the display fan command to display fan state information. 
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Q. Does the switch support hot swapping of cards, fan trays, and power supplies? 

A. Yes. As a best practice, hot swap these field replaceable units (FRUs) when the operation has 
minimum effects on the services.  

Follow these guidelines when you hot swap fan trays: 
• To avoid card damage, do not operate the switch that does not have any fan trays installed.  
• To prevent the switch from powering off automatically, finish replacing fan trays within 2 

minutes.  

Q. How is the switch designed for high availability? 

A. The switch is designed as follows for high availability: 

• Hardware 
 Redundancy 

− MPU—Active/standby backup 
− Power supplies—N+1 or N+N redundancy 

 Hot-swapping designs for MPUs, service modules, switching fabric modules, power 
supplies, and fan trays. 

• Software—Failure locating, detecting, and isolating. 
• Card PCB—Derated, simplified, and failure-separated. 

All module designs are verified in environment simulation tests and HALTs. 

System software 

This section contains the most frequently asked questions about system software. 

Q. Which methods are available for managing the switch? 

A. You can use the following methods to manage the switch: 

• Inband methods—Use Ethernet interfaces to manage the switch. Management traffic and 
service traffic share the same bandwidth. For example: 
 Use SNMP on an NMS to perform read or write operations for nodes. 
 Use RMON on an NMS to configure the switch to send system logs to the console, log files, 

or log hosts. By using the logs, network administrators can monitor network performance 
and troubleshoot network problems. 

• Out-of-band methods—Log in to the switch to manage the switch. Management traffic is 
transferred through a dedicated channel, without using the service traffic bandwidth. For 
example, you can use the console port or use Telnet to log in to the switch. 
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Q. Which SNMP versions are available? 

A. Available SNMP versions include SNMPv1, SNMPv2c, and SNMPv3. 

Q. What is the relationship between SNMP and RMON? 

A. RMON is an enhancement to SNMP. It enables proactive remote monitoring and management of 
network devices and subnets. An RMON monitor periodically or continuously collects traffic statistics 
for the network attached to a port on the managed device. The managed device can automatically 
send a notification when a statistic crosses an alarm threshold, so the NMS does not need to 
constantly poll MIB variables and compare the results. 

RMON uses SNMP notifications to notify NMSs of various alarm conditions. In contrast, SNMP 
reports function and interface operating status changes such as link up, link down, and module 
failure. RMON and SNMP monitor different objects, use different trigger conditions, and report 
different contents. 

Q. Which sampling mechanisms does sFlow provide? 

A. As defined in RFC 3176, sFlow provides the following sampling mechanisms: 

• Flow sampling—Obtains packet information. When flow sampling is enabled on an interface, 
the switch samples packets received on the interface and sends the information to the CPU of 
the service module. The switch does not send the information to the CPUs of the MPUs. 

• Counter sampling—Obtains interface counter information. When counter sampling is enabled, 
the switch periodically queries the MIB to obtain the information. 

Sampled information is encapsulated in sFlow packets and saved in the sFlow packet buffer. When 
the buffer is full or the aging timer (fixed to 1 second) expires, the system sends the sFlow packets to 
the sFlow collector. Different from the counter sampling interval set by using the sflow counter 
interval command, the setting of this aging timer is defined by in RFC 3176 and cannot be changed. 

Q. Can sFlow packets be sent through the management interface on an MPU? 

A. No. sFlow packets cannot be sent through the management interface on an MPU. 

Q. How do I obtain the software version of the switch? 

A. Use the display version command to display system version information. This command displays 
information including software version, chassis model, MPU type, and service module type. 

Q. Can I delete the running system software image file? 

A. As a best practice, do not delete the running system software image file. 

Deleting the file does not affect system operations. However, the switch or card will be unable to start 
up if the switch or a card reboots before you re-specify a startup system software image file. 
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Q. What patch types does the switch support? 

A. The switch supports hotfixes and coldfixes. 

Q. What are the differences between hotfixes and coldfixes? 

A. Hotfixes repair software defects without requiring a reboot. Coldfixes require a card reboot to be 
activated. 

Q. How do I collect system operating information for diagnosis or troubleshooting? 

A. The following are available methods: 

• Use feature-specific display commands to collect running status data feature by feature. 
• Use the display diagnostic-information command in any view to bulk collect running status 

data for multiple features. 

Using the display diagnostic-information command can be time consuming, depending on the 
amount of data in the system. To save time, choose to save data to a file instead of choosing to 
display data on the screen. 

Link layer features 

This section contains the frequently asked questions about link layer features.  

Q. Does the switch support port mirroring? 

A. Yes. The switch supports local port mirroring, Layer 2 remote port mirroring, and Layer 3 port 
mirroring.  

The following are the port mirroring specifications: 
• Multicard port mirroring supported.  
• A maximum of four mirroring groups.  
• Mirroring inbound traffic, outbound traffic, or both on a port.  
• Protocol packets sent by the CPU cannot be mirrored. 
• A port can be configured as the source port of multiple mirroring groups. However, the source 

port of a mirroring group cannot be configured as the reflector port, egress port, or monitor port 
of any mirroring group.  

Q. Does the switch support traffic mirroring? 

A. The switch supports traffic mirroring. 

Q. What spanning tree protocols does the switch support? 

A. The switch supports STP, RSTP, MSTP, and PVST.  

STP provides slowest network convergence among all these spanning tree protocols. 

RSTP is an enhancement to STP. RSTP shortens the delay for a port to change its state from 
blocking to forwarding after the port is elected the root or designated port. 

MSTP adds the support for multiple instances on the basis of RSTP. MSTP supports 64 instances. 
Instance 0 is the default instance. When the spanning tree protocol is operating in MSTP mode, you 
must configure VLAN-to-instance mappings in MST region view. Multiple VLANs can be mapped to 
an instance.  
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PVST refers to Cisco Rapid PVST. It supports 254 instances. Instance 0 is the default instance. 
PVST instances are divided based on VLANs. The switch dynamically assigns an instance to a 
VLAN, and each VLAN corresponds to one instance.  

To modify the spanning tree mode, use the stp mode command in system view. 

Q. How do I bulk-configure ports on the switch? 

A. By using the interface range command in system view, you can add multiple interfaces of different 
types (for example, Ethernet interfaces and VLAN interfaces) to an interface range and bulk 
configure these interfaces.  

The interface-range name command allows you to define an alias for an interface range and add 
interfaces to the interface range multiple times. You can enter the interface range name to enter the 
view of the interface range, rather than enter an interface list. 

IP routing 

This section contains the most frequently asked questions about IP routing. 

Q. What dynamic routing protocols does the switch support? 

A. The switch supports RIP, RIPng, OSPF, OSPFv3, IS-IS, IPv6 IS-IS, BGP, and IPv6 BGP. 

Q. How are dynamic routing protocols operating in the TCP/IP protocol stack? 

A. All dynamic routing protocols operate on the application layer of the TCP/IP stack. They use different 
lower layer protocols. 

• OSPF encapsulates its messages inside IP packets with the IP protocol number 89. It also 
guarantees data delivery reliability. 

• BGP employs TCP, which provides reliable data delivery, to exchange routing information 
through port 179. 

• RIP employs UDP to exchange routing information through port 520. 

Q. How are the dynamic routing protocols classified? 

A. Distance-vector protocols include RIP and BGP. 

Shortest path first (link-state) protocols include OSPF and IS-IS. 

Q. What is the principle of optimal route selection? 

A. If routing protocols find multiple routes to the same destination, the route management module 
selects the optimal route by using the following process: 

1. Selects the route with the highest preference.  
A smaller value represents a higher preference. You can configure a preference for each 
routing protocol. 

2. Selects the route with the highest default preference if two routes have the same preference.  
Different protocol routes cannot be used to implement ECMP load balancing even if they are 
configured with the same preference. Table 1 lists the route types and default preferences. 

3. Selects the route with the lowest cost between routes of the same protocol. 
On a switch, the redistributed OSPF ASE and OSPF NSSA routes inherit the OSPF route 
preference. 
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Table 1 Route types and default route preferences 

Route type Preference 
Direct route 0 

OSPF 10 

IS-IS 15 

Unicast static route 60 

RIP 100 

OSPF ASE 150 

OSPF NSSA 150 

IBGP 255 

EBGP 255 

Unknown (route from an untrusted source) 256 
 

Q. What is the compatibility between routing protocols and the GR, NSR, FRR, and BFD features? 

A. The following matrix shows the compatibility between the GR, NSR, FRR, and BFD features and 
routing protocols: 

Route type GR NSR BFD 
IPv4 static route N/A N/A Yes 

IPv6 static route N/A N/A Yes 

RIP No No Yes 

RIPng No No Yes 

OSPF Yes Yes Yes 

OSPFv3 Yes Yes Yes 

IS-IS Yes Yes Yes 

IPv6 IS-IS Yes Yes Yes 

BGP Yes Yes Yes 

IPv6 BGP Yes Yes Yes 
 

Q. What are the differences between GR and NSR? 

A. Graceful Restart (GR), also called non-stop forwarding (NSF), ensures forwarding continuity when 
an active/standby switchover occurs. GR does not back up routing information. After an 
active/standby switchover, the MPU of the GR restarter obtains routing information from its 
neighbors. 

GR has the following disadvantages: 
• GR requires the cooperation of neighboring devices to recover routing information. 
• After an active/standby switchover, the routing process in the MPU must learn all the routes. 
• During the switchover, removed routes cannot be deleted immediately from the FIB until the 

corresponding entries in the FIB age out, which can result in blackhole routes. 
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Non-stop routing (NSR) solves the problems by backing up routing information (including static and 
dynamic data) from the active MPU to the standby MPU. The active MPU and the standby MPU own 
the same basic system operating data, dynamic data, and status. When an active/standby 
switchover occurs, the standby MPU seamlessly takes over without requiring the cooperation of 
other devices. NSR applies to more application scenarios than GR and improves the high availability 
of the system. 

QoS and ACL 

This section contains the most frequently asked questions about QoS and ACL. 

Q. What ACL and QoS functions does the switch support? 

A. The switch supports the following ACL functions: 

• Basic, advanced, Layer 2, and user-defined ACLs. 
• Ingress and egress ACLs. 
• VLAN ACL. 
• Global ACL. 

The switch supports the following QoS functions: 
• Diff-Serv QoS model. 
• SP, WRR, WFQ, SP+WRR, and SP+WFQ queuing. 
• Traffic shaping. 
• Congestion avoidance. 
• Priority marking. 
• Priority mapping for 802.1p, ToS, DSCP, and EXP. 

Q. Which directions and destinations can a QoS policy apply to? 

A. A QoS policy can apply to the inbound or outbound direction of the system, an interface, or a VLAN. 
A QoS policy can also apply to the inbound direction of the control plane. 

Q. Which match criteria are supported for QoS traffic classification? 

A. Traffic classification supports the following match criteria: 

• Basic ACLs, advanced ACLs, and Ethernet frame header ACLs. 
• Source and destination MAC addresses. 
• Inner and outer VLAN tags. 
• 802.1p priorities of inner and outer VLAN tags, DSCP values, and IP precedence. 
• Protocol types. 
• Local QoS IDs. 
• System indexes (predefined match criteria for packets sent to the control plane). 

Q. What match criteria does a QoS policy support in the inbound and outbound directions? 

A. A QoS policy supports the following match criteria in the inbound and outbound directions: 

Match criteria Inbound Outbound 
destination-mac Support Support 
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Match criteria Inbound Outbound 
source-mac Support Support 

customer-vlan-id Support Support 

service-vlan-id Support Support 

customer-dot1p Support Support 

service-dot1p Support Support 

dscp Support Support 

ip-precedence Support Support 

protocol Support Support 

qos-local-id Support Not supported 

system-index Support Not Supported 
 

Q. Which actions are supported in a traffic behavior? 

A. The switch supports the following actions in a traffic behavior: 

Action type Action 

Traffic mirroring 
Mirroring traffic to physical ports, aggregate interfaces, and the CPU 

Many-to-two traffic mirroring 

Traffic redirection through MQC Redirecting traffic to physical ports, aggregate interfaces, and the CPU 

Traffic accounting 
Traffic accounting by packet 

Traffic accounting by byte 

Priority marking 

DSCP marking 

802.1p marking 

Local precedence marking 

Drop precedence marking 

Local QoS ID marking 

Priority marking for green, yellow, and red packets 

IP precedence 

Actions on VLAN tags 
VLAN tag adding 

CVLAN marking VLAN and SVLAN marking 

Traffic policing 

Common CAR 

Aggregate CAR 

Hierarchical CAR 
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Q. What actions does a QoS policy support in the inbound and outbound directions? 

A. A QoS policy supports the following actions in the inbound and outbound directions: 

Action Inbound Outbound 

Packet filtering 
Permit Support Support 

Deny Support Support 

Traffic mirroring 

Mirroring traffic to physical 
ports Support Support 

Mirroring traffic to the CPU Support Not supported 

Mirroring traffic to aggregate 
interfaces Support Support 

Traffic 
redirection 

Redirecting traffic to 
physical ports Support Not supported 

Redirecting traffic to the 
CPU Support Not supported 

Redirecting traffic to 
aggregate interfaces Support Not supported 

Redirecting traffic to the 
next IPv4 or IPv6 address Support Not supported 

Traffic policing 

Common CAR Support Support 

Aggregate CAR Support Not supported 

Hierarchical CAR Support Not supported 

Traffic 
accounting 

Traffic accounting by packet 
or byte Support Support 

Priority marking 

DSCP Support Support 

802.1p Support Support 

Local precedence Support Not supported 

Drop precedence Support Not supported 

IP precedence Support Support 

VLAN 
VLAN tag marking Support Support 

VLAN tag adding Support Not supported 

Local QoS ID Local QoS ID marking Support Not supported 
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Q. What congestion avoidance features does the switch support? 

A. The switch supports tail drop and WRED. 

Q. Why the number of packets matching PBR is displayed as 0 when there are packets matching PBR? 

A. When packets matching PBR are forwarded, the hardware statistics resources are not assigned to 
these packets, and only the software collects statistics for these packets. The switch collects 
statistics only for the packets matching PBR and sent to the CPU.  

Network management and monitoring 

This section contains the most frequently asked questions about network management and 
monitoring. 

Q. What methods are available for managing the switch? 

A. You can manage the switch through in-band management or out-of-band management: 

• In-band management manages the shared bandwidth for control packets and service traffic in 
the following ways: 
 SNMP enables you to read and set the variables on managed devices for management 

purposes. 
 RMON is an enhancement to SNMP. It enables proactive remote monitoring and 

management of network devices and subnets. 
 The information center outputs logs to the following destinations: console, monitor terminal, 

log buffer, log host, and log file. You can use log data to monitor network performance and 
troubleshoot network problems. 

• Out-of-band management enables control packets to use a dedicated channel without 
occupying the bandwidth for service traffic in the following ways: 
 Logging in through the console port locally. 
 Logging in through Telnet. 
 Logging in through a pair of modems. 

Q. What SNMP versions does the switch support? 

A. The switch supports SNMPv1, SNMPv2c, and SNMPv3. 

Q. How is SNMP related to RMON? 

A. SNMP and RMON are related in the following ways: 

• RMON implements statistics collecting and alarm functions, and enables proactive remote 
monitoring and management of network devices. RMON is an enhancement to SNMP. 

• RMON uses SNMP notifications to notify NMSs of various alarm conditions. SNMP reports 
function and interface operating status changes. They differ in monitored objects, trigger 
conditions, and report contents. 

• RMON enables the managed device to automatically send a notification when an alarm 
threshold is exceeded. The NMS does not need to constantly poll MIB variables and compare 
the results. 
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Q. What are the sampling mechanisms of sFlow? 

A. sFlow provides the following sampling mechanisms defined by RFC 3176: 

• Flow sampling—Obtains packet information. 
• Counter sampling—Obtains interface counter information. 

The sFlow agent encapsulates the sampled information in sFlow packets. When the sFlow packet 
buffer is full, or the aging timer (fixed to 1 second) for sFlow packets expires, the sFlow agent sends 
the sFlow packets to the specified sFlow collector. 

IP multicast 

This section contains the most frequently asked questions about IP multicast. 

Q. What IP multicast protocols does the switch support? 

A. The switch supports Layer 3 multicast protocols and Layer 2 multicast protocols.  

The supported Layer 3 multicast protocols include: 
• IGMPv1/v2/v3 
• MLDv1/v2 
• PIM-DM, PIM-SM, PIM-SSM, and BIDIR-PIM 
• IPv6 PIM-DM, IPv6 PIM-SM, IPv6 PIM-SSM, and IPv6 BIDIR-PIM 
• MSDP 

The supported Layer 2 multicast protocols include: 
• IGMP snooping 
• MLD snooping 
• PIM snooping 
• IPv6 PIM Snooping 
• Multicast VLAN 
• IPv6 multicast VLAN 

Q. How do I deploy multicast services for users in different VLANs? 

A. In multicast, if receivers of the same multicast group are in different user VLANs, multiple copies of 
multicast data for the group are transmitted on the links. This occupies a large number of bandwidth. 

The switch supports the multicast VLAN feature. With this feature, multicast traffic for different user 
VLANs is transmitted in a multicast VLAN and is replicated at the Layer 2 switch connected to the 
user VLANs. This feature saves network bandwidth. 

Multicast VLANs include sub-VLAN-based multicast VLANs and port-based multicast VLANs. 

On the Layer 2 switch connected to user VLANs, the multicast VLAN performs the following actions:  
• Forwards IGMP packets from user VLANs to the multicast VLAN toward the multicast source.  
• For a port-based multicast VLAN, replicates multicast data to member ports of the port-based 

multicast VLAN. For a sub-VLAN based VLAN, replicates multicast data to sub-VLANs of the 
sub-VLAN-based VLAN. 

MPLS 

This section contains the most frequently asked questions about MPLS. 
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Q. What MPLS features are supported by the switch? 

A. The switch supports the following MPLS features: 

• MPLS data forwarding, LSP, and LDP. 
• LER and LSR. 
• MPLS TE, RSVP-TE, and static CRLSP. 
• MPLS L2VPN and VPLS. 
• MPLS L3VPN and MCE. 

Q. What L2VPN features are supported by the switch? 

A. The switch supports the following L2VPN features: 

• CCC, Martini, and Kompella connections. 
• VPLS connection. 

Q. Do all modules support MPLS? 

A. No. The LSU1TGS16SC0 (JC628A) interface module and SA interface modules do not support 
MPLS. 

Q. What are the basic hardware and software requirements for setting up an IRF fabric? 

A. To form an IRF fabric, the member chassis must meet the following basic requirements: 

• The chassis are from the same switch series. 
• The chassis use the same software version. 
• The chassis are operating in IRF mode. 
• The chassis have the same settings for the following features: 

 Maximum number of ECMP routes (set by using the max-ecmp-num command). 
 System operating mode (set by using the system-working-mode command). 
 IRF mode (set by using the irf mode command). 

• The chassis are assigned unique member IDs. 
• For neighboring chassis, the physical interfaces of IRF-port 1 must be connected to the physical 

interfaces of IRF-port 2. 
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Q. Do all 10500 models support IRF? 

A. Yes. 

Q. Can one 10500 model form an IRF fabric with other 10500 models? 

A. Yes. As a best practice for hardware specification consistency across member chassis, make sure all 
member chassis in a 10500 IRF fabric are the same model. 

Q. Do all types of MPUs available for the switch support IRF? 

A. Yes. 

Q. Do all types of service modules available for the switch support IRF? 

A. Yes. 

Q. How many chassis can a 10500 IRF fabric have? 

A. A 10500 IRF fabric can have a maximum of four member chassis. 

Q. Can 10500 switches form an IRF fabric if they run different software versions? 

A. No. To form an IRF fabric, switches must run the same software version. 

Q. Can MPUs in an IRF fabric run different software versions? 

A. During an ISSU upgrade, the MPUs in an IRF fabric can run different software versions. In other 
situations, all MPUs in an IRF fabric must run the same software version. 

Q. Can IRF member chassis use duplicate member IDs? 

A. No. You must assign a unique IRF member ID to each member chassis before setting up an IRF 
fabric. 

Q. What member IDs can I assign to member chassis? 

A. You can assign member ID 1, 2, 3, or 4 to a member chassis. 

Q. Why must I bind physical interfaces to an IRF port? 

A. IRF ports are logical interfaces between IRF member chassis. You must bind a minimum of one 
physical interface to an IRF port for transmitting traffic. 

Q. What ports can I use as IRF physical interfaces? 

A. You can use the following ports as IRF physical interfaces: 

• 10-GE ports. 
• 40-GE ports. 
• 100-GE ports. 
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Q. What types of transceiver modules and cables can I use to connect IRF physical interfaces? 

A. The following are media combinations available for IRF links: 

• Use SFP+ or QSFP+ transceiver modules and fibers to connect IRF physical interfaces for a 
long-distance connection. 

• Use SFP+ or QSFP+ DAC cables to connect IRF physical interfaces for a short-distance 
connection. 

Make sure the transceiver modules at the two ends of an IRF link are the same type. For more 
information about transceiver modules, see the device installation guide. 

Q. Are there any special requirements for binding 10-GE ports on an SF or EC service module to IRF 
ports? 

A. The 10-GE ports on an SF or EC service module are grouped. If you use the 10-GE ports in a group 
as IRF physical interfaces, follow these restrictions and guidelines: 

• You must use all or none of the ports for IRF links. The ports can be bound to different IRF ports. 
• Before you bind one 10-GE port to an IRF port or remove it from the IRF port, you must shut 

down all the ports in the group. If any of the ports are in up state, the bind or remove action will 
fail. 

• Bring up the ports after you complete the operations. 

Q. How the 10-GE ports on an SF or EC service module are grouped? 

A. The 10-GE ports on all SF and EC service modules except LSUM2TGS16SF0 (JH193A, JH201A) 
are grouped by port number in order, starting from 1. Each group contains four ports. 

The 10-GE ports on the LSUM2TGS16SF0 (JH193A, JH201A) service module are divided into the 
following groups: 
• Ports 1, 2, 15, and 16. 
• Ports 3 through 5. 
• Ports 6 through 8. 
• Ports 9 through 11. 
• Ports 12 through 14. 

Q. Are there any special requirements for binding 40-GE QSFP+ ports on an SF or EC service module 
to IRF ports? 

A. If you use the 40-GE QSFP+ ports on an SF or EC service module for IRF links, follow these 
restrictions and guidelines: 

• You can use a 40-GE QSFP+ port for IRF links, or use the breakout SFP+ ports of the QSFP+ 
port for IRF links. 

• If you use the 10-GE breakout ports of a 40-GE port for IRF links, follow these restrictions and 
guidelines: 
 You must use all or none of the four 10-GE breakout ports for IRF links. The four breakout 

ports can be bound to different IRF ports. 
 Before you bind one 10-GE breakout port to an IRF port or remove it from the IRF port, you 

must shut down all the 10-GE breakout ports. If any of the breakout ports are in up state, the 
bind or remove action will fail. 

 Bring up the breakout ports after you complete the operations. 
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• Port split (the using tengige command) and combination (the using fortygige command) 
require a card reboot. To avoid topology change, complete these operations before you add the 
device to an IRF fabric. When you perform these operations in an IRF fabric, make sure you 
understand the impact on the IRF fabric topology. 

Q. Are there any special requirements for connecting IRF member chassis? 

A. Yes. When you connect two neighboring IRF members, you must connect the physical interfaces of 
IRF-port 1 on one member to the physical interfaces of IRF-port 2 on the other. The IRF fabric cannot 
be formed if physical connections are incorrect. 

When you bind physical interfaces to IRF ports, you must make sure the bindings are consistent with 
the physical connections. 

Q. What topologies does IRF support? 

A. IRF supports the following topologies: 

• A two-chassis 10500 IRF fabric must use the daisy-chain topology. 
• A three- or four-chassis 10500 IRF fabric must use the ring topology. A daisy-chain topology 

might cause ISSU failures. 

IRF does not support the full mesh topology. 

No intermediate devices are allowed between neighboring members. 

Q. How does a chassis in a ring-topology IRF fabric determine the forwarding path for a cross-chassis 
unicast frame? 

A. In a three-chassis IRF fabric, each member chassis has only one forwarding path for a cross-chassis 
unicast frame. As shown in Figure 1, each member chassis sends the unicast frame out of the IRF 
port that faces the egress chassis. 

Figure 1 Unicast forwarding path in a three-chassis IRF fabric 

 
 

In a four-chassis IRF fabric, a member chassis sends the unicast frame out of the IRF port that faces 
the egress chassis if the two chassis are directly connected. If the chassis are not directly connected, 
the member chassis makes a forwarding path choice by comparing its member ID with the egress 
chassis' member ID. 
• The chassis sends the frame out of IRF-port 1 if it has a lower member ID than the egress 
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• The chassis sends the frame out of IRF-port 2 if it has a higher member ID than the egress 
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Figure 2 Unicast forwarding path choice in a four-chassis IRF fabric 

 
 

Q. How does an IRF member chassis process broadcast, multicast, and unknown unicast traffic? 

A. Each IRF member chassis sends broadcast, multicast, and unknown unicast traffic out of both 
IRF-port 1 and IRF-port 2. To prevent loops, IRF uses the following source-drop mechanism:  

1. Generates source-drop entries on each IRF physical interface based on IRF forwarding rules 
(see Figure 1 and Figure 2). 

2. Drops a multicast or broadcast frame if the frame sending chassis matching a source-drop 
entry. 

For example, IRF-port 2 on member chassis 1 will drop broadcast, multicast, and unknown unicast 
frames received from member chassis 3 if the port has a source-drop entry for member chassis 3. 

Q. How does the interface number of a physical interface change after IRF mode is enabled on the 
chassis? 

A. In standalone mode, a physical interface is numbered in the slot-number/subslot-number/port-index 
form.  

In IRF mode, the member ID is included as the first part of interface numbers to uniquely identify 
interfaces in an IRF fabric.  

For example, when you enable IRF mode on a chassis with a member ID of 3, the name of 
interface GigabitEthernet 3/0/1 changes to GigabitEthernet 2/3/0/1. 

Q. How do the MPUs in an IRF fabric operate? 

A. In an IRF fabric, the active MPU on the master chassis manages and controls the entire IRF fabric, 
and all other MPUs back up the active MPU on the master chassis. 

Table 2 shows the MPU roles in an IRF fabric and their responsibilities. 

Table 2 MPU roles 

Role Description 

Master MPU Active MPU of the master device. It is also called the global active MPU. You 
configure and manage the entire IRF fabric at the CLI of the global active MPU. 

1

2

4

Path: 1 to 3

3

Path: 3 to 1
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Role Description 

Active MPU 

Active MPU on each member chassis. An active MPU performs the following 
operations: 
• Forwards traffic. 
• Manages the local chassis, including synchronizing configuration with the 

local standby MPU, processing protocol packets, and creating and 
maintaining route entries. 

• Processes IRF-related events, such as master election and topology 
collection. 

Standby MPU 

For the master MPU, all other MPUs are standby MPUs, including active MPUs 
on subordinate chassis.  
If a member chassis has two MPUs, the MPU backing up the local active MPU is 
the local standby MPU from the perspective of the member chassis.  

 

Q. Can I remove both MPUs in a subordinate chassis? 

A. No. Each subordinate chassis must have an MPU to communicate with the global active MPU and 
manage forwarding on the local chassis. If you remove both MPUs on a subordinate chassis, its 
service modules cannot communicate with each other to forward cross-card traffic correctly. 

Q. Can I install only one MPU in each IRF member chassis? 

A. For high availability, install two MPUs in each IRF member chassis. If there are budget limitations, 
you may install only one MPU in each member chassis. However, this practice decreases high 
availability.  

Q. Why must I reboot the master chassis instead of rebooting only global active MPU for a manual 
master/subordinate switchover between chassis? 

A. When the global active MPU fails or reboots, the standby MPU in the master chassis has higher 
preference to take over than all other MPUs in subordinate chassis. For a master/subordinate 
switchover between chassis, you must reboot the entire master chassis. 

Q. Can I configure multiple MAD mechanisms for an IRF fabric? 

A. Yes. You can configure BFD MAD, ARP MAD, and ND MAD together. However, LACP MAD handles 
collisions differently than BFD MAD, ARP MAD, and ND MAD. To avoid conflicts, do not configure 
LACP MAD together with other MAD mechanisms. 

Q. Can I run LACP MAD on any Ethernet link aggregation? 

A. No. To run LACP MAD, make sure the aggregation meets the following requirements: 

• The remote device is a Comware-based HPE device that can process the LACPDUs that 
convey the ActiveID field for MAD. 

• The aggregation mode is dynamic. 
• The aggregation includes a minimum of one link from each member chassis. 
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Q. What should I do if the intermediate device for LACP MAD, ARP MAD, or ND MAD is also an IRF 
fabric? 

A. You must assign different domain IDs to the IRF fabric and the current IRF fabric. 

Q. Why doesn't BFD MAD take effect when the spanning tree feature is enabled globally in IRF mode? 

A. This issue occurs if the spanning tree feature is enabled both globally and on the ports in the BFD 
MAD VLAN. To resolve this issue, you must disable the spanning tree feature on the ports in the BFD 
MAD VLAN. 

In IRF mode, the member chassis are considered to be one system. The spanning tree feature can 
cause shutdown of physical links in the BFD MAD VLAN for detection of loops: 
• If BFD MAD links are between member chassis, the system will shut down the ports in the BFD 

MAD VLAN because the STP BPDUs sent between them are sent by the system itself. 
• If BFD MAD links are between the member chassis and a remote device, the remote device will 

shut down all but one port in the BFD MAD VLAN, because the ports receive STP BPDUs sent 
by the same system. 

eIRF 

This section contains the most frequently asked questions about eIRF. 

Q. What are the differences between the light IRF mode and the enhanced IRF mode? 

A. In light IRF mode, an eIRF system can contain a maximum of two parent devices and a maximum of 
30 PEXs. 

In enhanced IRF mode, an eIRF system can contain a maximum of four parent devices and a 
maximum of 60 PEXs. 

Q. What device models does the switch support as PEXs? 

A. The switch supports the following devices as PEXs: 

• 5700 series: 
 5700-40XG-2QSFP+ 
 5700-32XGT-8XG-2QSFP+ 
 5700-48G-4XG-2QSFP+ 

Q. How many PEXs can an eIRF system contain and what virtual chassis numbers can they use? 

A. An eIRF system can contain a maximum of sixty 5700 PEXs. The virtual chassis number must be 100 
to 159. 

Q. What ports can I use as PEX physical interfaces? 

A. You can use 10-GE or 40-GE ports on the following service modules as PEX physical interfaces: 

• LSU1QGS8SF0 (JG392A, JG393A). 
• LSUM1TGS24EC0 (JH194A, JH202A). 
• LSU1TGS32SF0 (JC755A, JG344A). 
• LSUM1TGS48SG0 (JH197A, JH205A). 
• LSUM2TGS16SF0 (JH193A, JH201A). 
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MDC 

This section contains the most frequently asked questions about MDC. 

Q. What constrains are there for MDC configuration? 

A. The following are the MDC configuration constrains: 

• The MDC feature is mutually exclusive with the following cards:  
 LSU1GP24TSE0 (JC763A, JG347A) 
 LSU1GP24TXSE0 (JC617A, JG376A) 
 LSU1GT48SE0 (JC618A, JG377A) 
 LSU1GP48SE0 (JC619A, JG378A) 
 LSU1TGX4SE0 (JC620A, JG379A) 
 LSU1GP24TXEA0 (JC621A, JG380A) 
 LSU1GP48EA0 (JC622A, JG381A) 
 LSU1GT48EA0 (JC623A, JG382A) 
 LSU1TGX4EA0 (JC624A, JG383A) 
 LSU1GP48EB0 (JC625A, JG384A) 
 LSU1GP24TXEB0 (JC626A, JG337A) 
 LSU1TGX4EB0 (JC627A, JG386A) 
 LSU1TGS16SC0 (JC628A). 

• To authorize a non-default MDC to use a service module, you must first use the allocate 
interface command to assign interfaces on the service module to the MDC. To replace a 
service module used by a non-default MDC, you must perform the following steps: 
a. Use the undo location command to reclaim the service module from the MDC. 
b. Use the undo allocate interface command to reclaim the interfaces from the MDC. 
c. Use the allocate interface command to assign interfaces on the new service module to the 

MDC. 
d. Use the location command to authorize the MDC to use the new service module. 

Q. How many MDCs does the switch support? 

A. The switch supports a maximum of nine MDCs. 

EVB 

This section contains the frequently asked questions about EVB. 

Q. How to prevent traffic forwarding problems at Layer 2? 

A. To prevent traffic forwarding problems at Layer 2, follow these restrictions and guidelines: 

• Ports enabled with EVB must be added to all VLANs. 
• To forward traffic for a VLAN, an S-channel must be added to the VLAN. 
• Make sure the TPID of the outermost tag is 0x88A8 for traffic received from non-default 

S-channels. 
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Q. Why some ports cannot forward traffic for EVB-enabled ports? 

A. Traffic received from EVB-enabled ports can be forwarded only by ports on the EC series, SF series, 
SG series, LSUM2GP44TSSE0 (JH191A, JH199A), LSUM2GT48SE0 (JH192A, JH200A), and 
LSU1CGC2SE0 (JG916A) cards. 

OpenFlow 

This section contains the most frequently asked questions about OpenFlow. 

Q. Does the switch support OpenFlow? 

A. Yes. 

Q. How are OpenFlow switches different from legacy switches? 

A. OpenFlow switches support the OpenFlow protocol. OpenFlow switches include the following types: 

• OpenFlow-only—Supports only OpenFlow operation. 
• OpenFlow-hybrid—Supports both OpenFlow operation and traditional Ethernet switching 

operation. The HPE FlexNetwork 10500 Switch Series is of this type. 

OpenFlow separates the data forwarding and routing decision functions. It keeps the flow-based 
forwarding function and employs a separate controller to make routing decisions. An OpenFlow 
switch communicates with the controller through an OpenFlow channel. An OpenFlow switch 
matches and forwards packets by using the flow table entries obtained from a controller. 

Legacy switches do not separate the data forwarding and routing decision functions. 

Q. What are the characteristics of a table-miss flow entry? 

A. Each flow table supports a table-miss flow entry to process table misses. The table-miss flow entry 
has the lowest priority 0. The default action of a table-miss flow entry is to drop packets. 

Q. What actions does an OpenFlow table support? 

A. An OpenFlow table supports the following types of actions: 

• (Required.) Output—The Output action forwards a packet to the specified OpenFlow port. 
OpenFlow switches must support forwarding packets to physical ports, logical ports, and 
reserved ports. 

• (Required.) Drop—No explicit action exists to represent drops. Packets whose action sets 
have no output actions are dropped. Typically, packets are dropped due to empty instruction 
sets, empty action sets, or the executing a Clear-Actions instruction. 

• (Required.) Group—Process the packet through the specified group. The exact interpretation 
depends on group type. 

• (Optional.) Set-Queue—The Set-Queue action sets the queue ID for a packet. When the 
packet is forwarded to a port by the output action, the packet is assigned to the queue attached 
to this port for scheduling and forwarding. The forwarding behavior is dictated by the 
configuration of the queue and provides basic QoS support. 

• (Optional.) Push-Tag/Pop-Tag—Switches support the ability to push or pop tags, such as 
VLAN tags, MPLS tags, and PBB tags. 

• (Optional.) Set-Field—The Set-Field actions are identified by their field type and modify the 
values of corresponding header fields in the packet. Set-Field actions are always applied to the 
outermost header. For example, a Set VLAN ID action always sets the ID of the outermost 
VLAN tag. 
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• (Optional.) Change-TTL—The Change-TTL actions modify the values of the IPv4 TTL, IPv6 
Hop Limit, or MPLS TTL in the packet. Change-TTL actions are always applied to the outermost 
header. The Change-TTL actions include the following the actions: Set TTL, Decrement TTL, 
and Copy TTL (outwards or inwards). 

Q. Why a port is not reported to the controller though the port has been assigned to a VLAN associated 
with an OpenFlow instance? 

A. By default, an OpenFlow instance reports information about a port to a controller only when the port 
belongs to the OpenFlow instance. A port belongs to an OpenFlow instance only when VLANs 
associated with the OpenFlow instance are within the port's allowed VLAN list. 

You can specify the loosen mode by using the loosen keyword in the classification vlan vlan-id 
[ mask vlan-mask ] [ loosen ] command. If the loosen mode is used, a port belongs to the OpenFlow 
instance when VLANs associated with the OpenFlow instance overlap with the port's allowed 
VLANs. 

Q. Why a packet is dropped when it matches a flow entry that uses a VXLAN tunnel interface as the 
output port? 

A. To correctly forward a packet matching a flow entry that uses a VXLAN tunnel interface as the output 
port, make sure the ingress port of the packet has been configured as a site-facing interface of the 
corresponding VXLAN. 

Q. Does the switch support a group entry that uses a tunnel interface as an output port? 

A. The switch does not support a group entry that uses a GRE tunnel interface or VXLAN tunnel 
interface as an output port. 

Q. Why a packet is dropped when it matches a flow entry that uses a GRE tunnel interface as the output 
port? 

A. To correctly forward a packet matching a flow entry that uses a GRE tunnel interface as the output 
port, make sure the packet meets the following requirements: 

• The ingress port of the packet must be a Layer 3 interface. 
• The destination MAC address of the packet must be the MAC address of the Layer 3 interface. 

Q. Do the configuration of mirroring traffic to a GRE tunnel interface through OpenFlow and that through 
the legacy mirroring feature affect each other? 

A. OpenFlow implements the mirroring feature through deploying a flow entry that specifies an output 
port in the Apply-Actions instruction. The output port acts as the mirroring destination port. 

When you configure mirroring traffic to a GRE tunnel interface through both OpenFlow and flow 
mirroring, the same GRE tunnel interface must be used. Otherwise, the latter configuration fails. 

You cannot configure mirroring traffic to a GRE tunnel interface through both OpenFlow and port 
mirroring. The configurations are mutually exclusive. If you use both, the latter configuration fails. 

Q. Does the switch support a table-miss flow entry that uses a tunnel interface as the output port? 

A. No. 

EVI 

This section contains the most frequently asked questions about EVI. 
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Q. Can I configure multiple ENDSs for an EVI tunnel? 

A. Yes. You can configure a maximum of two ENDSs on an EVI tunnel interface. To guarantee that 
each edge device can obtain the addresses of all its EVI neighbors, make sure the ENDSs are the 
same across the EVI network. 

Q. What is the difference between an EVI link and an EVI tunnel? 

A. An EVI link is a bidirectional virtual Ethernet channel between a pair of edge devices in an EVI 
network. Data is transported transparently over EVI links between network sites. EVI links are 
conveyed on EVI tunnels. An EVI tunnel can convey multiple EVI links. Each EVI link is uniquely 
identified by a pair of source and destination EVI tunnel interface IP addresses. 

An EVI tunnel is a point-to-many automatic GRE tunnel. It conveys up to 32 EVI links for an EVI 
network. An edge device establishes connections with multiple remote-site edge devices over an 
EVI tunnel. Each connection is represented as an EVI link. 

Q. What is the difference between EVI edge devices and PE devices? 

A. In an EVI network, edge devices are located at the boundaries of customer sites. In an MPLS VPN 
network, provider edge (PE) devices are located at the boundaries of the service provider network. 

Q. What are extended VLANs? 

A. Extended VLANs are customer VLANs extended by EVI between remote customer sites over a 
transport network. An extended VLAN can be assigned to only one EVI network. 

Q. Under what conditions should I configure selective flood for a MAC address? 

A. By default, EVI does not flood unknown unicast or multicast traffic out of EVI tunnel interfaces to 
remote sites. Selective flood enables an edge device to send an unknown unicast or multicast frame 
out of an EVI tunnel interface. 

You can configure this feature for special multicast addresses that require flooding across sites but 
cannot be added to a multicast forwarding table by IGMP snooping. 

For example, you must configure selective flood for PIM hellos, IGMP general query packets, and 
Microsoft NLBS cluster traffic to be sent out of an EVI tunnel interface. 

Q. How does EVI prevent forwarding loops? 

A. EVI implements split horizon to prevent loops among edge devices. This feature prevents frames 
received from EVI tunnels from being forwarded back to the transport network. Split horizon takes 
effect on all types of frames, including unicast, multicast, and broadcast. 

Q. How does an edge device handle broadcast, unknown unicast, and unknown multicast traffic? 

A. An EVI edge device floods broadcast, unknown unicast, and unknown multicast traffic as follows: 

• Broadcast frame—Floods the frame to all interfaces in the VLAN where the frame has been 
received, including internal interfaces and EVI-Link interfaces. For ARP packets, you can use 
the ARP flood suppression feature to reduce ARP broadcasts.  

• Unknown unicast or multicast frame—Floods the frame to all internal interfaces in the VLAN 
where the frame has been received. The edge device typically does not forward 
destination-unknown frames to other sites. If a site-to-site flooding is desirable for a special 
MAC address, use the selective flood feature. 
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VXLAN 

This section contains the most frequently asked questions about VXLAN. 

Q. Does VXLAN support tandem replication? 

A. Yes. A VXLAN using tandem replication is called a multicast-mode VXLAN. In a multicast-mode 
VXLAN, the source VTEP sends a flood frame in a multicast VXLAN packet destined for a multicast 
group address. Transport network devices replicate and forward the packet to remote VTEPs based 
on their multicast forwarding entries. 

Q. What are the restrictions and guidelines for configuring VXLAN site-facing interfaces? 

A. As a best practice, configure an Ethernet interface as a trunk port and assign it to C-VLANs if 
Ethernet service instances exist on the interface. If the Ethernet access mode is used, you must 
configure the interface as a trunk port. Make sure all C-VLANs have been created on the VTEP. 

Q. What interface modules support Layer 2 forwarding for VXLANs? 

A. The LSUM1TGS48SG0, LSUM1QGS12SG0, LSUM2TGS48SG0, LSUM2QGS12SG0, and 
LSUM2TGS32QSSG0 interface modules support Layer 2 forwarding for VXLANs. 

Q. What interface modules support Layer 3 forwarding for VXLANs? 

A. The LSUM2TGS48SG0, LSUM2QGS12SG0, and LSUM2TGS32QSSG0 interface modules support 
Layer 3 forwarding for VXLANs. 
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	A. The switch supports the following L2VPN features:

	Q. Do all modules support MPLS?
	A. No. The LSU1TGS16SC0 (JC628A) interface module and SA interface modules do not support MPLS.

	Q. What are the basic hardware and software requirements for setting up an IRF fabric?
	A. To form an IRF fabric, the member chassis must meet the following basic requirements:

	Q. Do all 10500 models support IRF?
	A. Yes.

	Q. Can one 10500 model form an IRF fabric with other 10500 models?
	A. Yes. As a best practice for hardware specification consistency across member chassis, make sure all member chassis in a 10500 IRF fabric are the same model.

	Q. Do all types of MPUs available for the switch support IRF?
	A. Yes.

	Q. Do all types of service modules available for the switch support IRF?
	A. Yes.

	Q. How many chassis can a 10500 IRF fabric have?
	A. A 10500 IRF fabric can have a maximum of four member chassis.

	Q. Can 10500 switches form an IRF fabric if they run different software versions?
	A. No. To form an IRF fabric, switches must run the same software version.

	Q. Can MPUs in an IRF fabric run different software versions?
	A. During an ISSU upgrade, the MPUs in an IRF fabric can run different software versions. In other situations, all MPUs in an IRF fabric must run the same software version.

	Q. Can IRF member chassis use duplicate member IDs?
	A. No. You must assign a unique IRF member ID to each member chassis before setting up an IRF fabric.

	Q. What member IDs can I assign to member chassis?
	A. You can assign member ID 1, 2, 3, or 4 to a member chassis.

	Q. Why must I bind physical interfaces to an IRF port?
	A. IRF ports are logical interfaces between IRF member chassis. You must bind a minimum of one physical interface to an IRF port for transmitting traffic.

	Q. What ports can I use as IRF physical interfaces?
	A. You can use the following ports as IRF physical interfaces:

	Q. What types of transceiver modules and cables can I use to connect IRF physical interfaces?
	A. The following are media combinations available for IRF links:

	Q. Are there any special requirements for binding 10-GE ports on an SF or EC service module to IRF ports?
	A. The 10-GE ports on an SF or EC service module are grouped. If you use the 10-GE ports in a group as IRF physical interfaces, follow these restrictions and guidelines:

	Q. How the 10-GE ports on an SF or EC service module are grouped?
	A. The 10-GE ports on all SF and EC service modules except LSUM2TGS16SF0 (JH193A, JH201A) are grouped by port number in order, starting from 1. Each group contains four ports.

	Q. Are there any special requirements for binding 40-GE QSFP+ ports on an SF or EC service module to IRF ports?
	A. If you use the 40-GE QSFP+ ports on an SF or EC service module for IRF links, follow these restrictions and guidelines:

	Q. Are there any special requirements for connecting IRF member chassis?
	A. Yes. When you connect two neighboring IRF members, you must connect the physical interfaces of IRF-port 1 on one member to the physical interfaces of IRF-port 2 on the other. The IRF fabric cannot be formed if physical connections are incorrect.

	Q. What topologies does IRF support?
	A. IRF supports the following topologies:

	Q. How does a chassis in a ring-topology IRF fabric determine the forwarding path for a cross-chassis unicast frame?
	A. In a three-chassis IRF fabric, each member chassis has only one forwarding path for a cross-chassis unicast frame. As shown in Figure 1, each member chassis sends the unicast frame out of the IRF port that faces the egress chassis.

	Q. How does an IRF member chassis process broadcast, multicast, and unknown unicast traffic?
	A. Each IRF member chassis sends broadcast, multicast, and unknown unicast traffic out of both IRF-port 1 and IRF-port 2. To prevent loops, IRF uses the following source-drop mechanism:
	1. Generates source-drop entries on each IRF physical interface based on IRF forwarding rules (see 8TFigure 18T and 8TFigure 28T).
	2. Drops a multicast or broadcast frame if the frame sending chassis matching a source-drop entry.


	Q. How does the interface number of a physical interface change after IRF mode is enabled on the chassis?
	A. In standalone mode, a physical interface is numbered in the slot-number/subslot-number/port-index form.

	Q. How do the MPUs in an IRF fabric operate?
	A. In an IRF fabric, the active MPU on the master chassis manages and controls the entire IRF fabric, and all other MPUs back up the active MPU on the master chassis.

	Q. Can I remove both MPUs in a subordinate chassis?
	A. No. Each subordinate chassis must have an MPU to communicate with the global active MPU and manage forwarding on the local chassis. If you remove both MPUs on a subordinate chassis, its service modules cannot communicate with each other to forward ...

	Q. Can I install only one MPU in each IRF member chassis?
	A. For high availability, install two MPUs in each IRF member chassis. If there are budget limitations, you may install only one MPU in each member chassis. However, this practice decreases high availability.

	Q. Why must I reboot the master chassis instead of rebooting only global active MPU for a manual master/subordinate switchover between chassis?
	A. When the global active MPU fails or reboots, the standby MPU in the master chassis has higher preference to take over than all other MPUs in subordinate chassis. For a master/subordinate switchover between chassis, you must reboot the entire master...

	Q. Can I configure multiple MAD mechanisms for an IRF fabric?
	A. Yes. You can configure BFD MAD, ARP MAD, and ND MAD together. However, LACP MAD handles collisions differently than BFD MAD, ARP MAD, and ND MAD. To avoid conflicts, do not configure LACP MAD together with other MAD mechanisms.

	Q. Can I run LACP MAD on any Ethernet link aggregation?
	A. No. To run LACP MAD, make sure the aggregation meets the following requirements:

	Q. What should I do if the intermediate device for LACP MAD, ARP MAD, or ND MAD is also an IRF fabric?
	A. You must assign different domain IDs to the IRF fabric and the current IRF fabric.

	Q. Why doesn't BFD MAD take effect when the spanning tree feature is enabled globally in IRF mode?
	A. This issue occurs if the spanning tree feature is enabled both globally and on the ports in the BFD MAD VLAN. To resolve this issue, you must disable the spanning tree feature on the ports in the BFD MAD VLAN.


	eIRF
	Q. What are the differences between the light IRF mode and the enhanced IRF mode?
	A. In light IRF mode, an eIRF system can contain a maximum of two parent devices and a maximum of 30 PEXs.

	Q. What device models does the switch support as PEXs?
	A. The switch supports the following devices as PEXs:

	Q. How many PEXs can an eIRF system contain and what virtual chassis numbers can they use?
	A. An eIRF system can contain a maximum of sixty 5700 PEXs. The virtual chassis number must be 100 to 159.

	Q. What ports can I use as PEX physical interfaces?
	A. You can use 10-GE or 40-GE ports on the following service modules as PEX physical interfaces:


	MDC
	Q. What constrains are there for MDC configuration?
	A. The following are the MDC configuration constrains:
	a. Use the 0Tundo location0T command to reclaim the service module from the MDC.
	b. Use the 0Tundo allocate interface0T command to reclaim the interfaces from the MDC.
	c. Use the 0Tallocate interface0T command to assign interfaces on the new service module to the MDC.
	d. Use the 0Tlocation0T command to authorize the MDC to use the new service module.


	Q. How many MDCs does the switch support?
	A. The switch supports a maximum of nine MDCs.


	EVB
	Q. How to prevent traffic forwarding problems at Layer 2?
	A. To prevent traffic forwarding problems at Layer 2, follow these restrictions and guidelines:

	Q. Why some ports cannot forward traffic for EVB-enabled ports?
	A. Traffic received from EVB-enabled ports can be forwarded only by ports on the EC series, SF series, SG series, LSUM2GP44TSSE0 (JH191A, JH199A), LSUM2GT48SE0 (JH192A, JH200A), and LSU1CGC2SE0 (JG916A) cards.


	OpenFlow
	Q. Does the switch support OpenFlow?
	A. Yes.

	Q. How are OpenFlow switches different from legacy switches?
	A. OpenFlow switches support the OpenFlow protocol. OpenFlow switches include the following types:

	Q. What are the characteristics of a table-miss flow entry?
	A. Each flow table supports a table-miss flow entry to process table misses. The table-miss flow entry has the lowest priority 0. The default action of a table-miss flow entry is to drop packets.

	Q. What actions does an OpenFlow table support?
	A. An OpenFlow table supports the following types of actions:

	Q. Why a port is not reported to the controller though the port has been assigned to a VLAN associated with an OpenFlow instance?
	A. By default, an OpenFlow instance reports information about a port to a controller only when the port belongs to the OpenFlow instance. A port belongs to an OpenFlow instance only when VLANs associated with the OpenFlow instance are within the port'...

	Q. Why a packet is dropped when it matches a flow entry that uses a VXLAN tunnel interface as the output port?
	A. To correctly forward a packet matching a flow entry that uses a VXLAN tunnel interface as the output port, make sure the ingress port of the packet has been configured as a site-facing interface of the corresponding VXLAN.

	Q. Does the switch support a group entry that uses a tunnel interface as an output port?
	A. The switch does not support a group entry that uses a GRE tunnel interface or VXLAN tunnel interface as an output port.

	Q. Why a packet is dropped when it matches a flow entry that uses a GRE tunnel interface as the output port?
	A. To correctly forward a packet matching a flow entry that uses a GRE tunnel interface as the output port, make sure the packet meets the following requirements:

	Q. Do the configuration of mirroring traffic to a GRE tunnel interface through OpenFlow and that through the legacy mirroring feature affect each other?
	A. OpenFlow implements the mirroring feature through deploying a flow entry that specifies an output port in the Apply-Actions instruction. The output port acts as the mirroring destination port.

	Q. Does the switch support a table-miss flow entry that uses a tunnel interface as the output port?
	A. No.


	EVI
	Q. Can I configure multiple ENDSs for an EVI tunnel?
	A. Yes. You can configure a maximum of two ENDSs on an EVI tunnel interface. To guarantee that each edge device can obtain the addresses of all its EVI neighbors, make sure the ENDSs are the same across the EVI network.

	Q. What is the difference between an EVI link and an EVI tunnel?
	A. An EVI link is a bidirectional virtual Ethernet channel between a pair of edge devices in an EVI network. Data is transported transparently over EVI links between network sites. EVI links are conveyed on EVI tunnels. An EVI tunnel can convey multip...

	Q. What is the difference between EVI edge devices and PE devices?
	A. In an EVI network, edge devices are located at the boundaries of customer sites. In an MPLS VPN network, provider edge (PE) devices are located at the boundaries of the service provider network.

	Q. What are extended VLANs?
	A. Extended VLANs are customer VLANs extended by EVI between remote customer sites over a transport network. An extended VLAN can be assigned to only one EVI network.

	Q. Under what conditions should I configure selective flood for a MAC address?
	A. By default, EVI does not flood unknown unicast or multicast traffic out of EVI tunnel interfaces to remote sites. Selective flood enables an edge device to send an unknown unicast or multicast frame out of an EVI tunnel interface.

	Q. How does EVI prevent forwarding loops?
	A. EVI implements split horizon to prevent loops among edge devices. This feature prevents frames received from EVI tunnels from being forwarded back to the transport network. Split horizon takes effect on all types of frames, including unicast, multi...

	Q. How does an edge device handle broadcast, unknown unicast, and unknown multicast traffic?
	A. An EVI edge device floods broadcast, unknown unicast, and unknown multicast traffic as follows:


	VXLAN
	Q. Does VXLAN support tandem replication?
	A. Yes. A VXLAN using tandem replication is called a multicast-mode VXLAN. In a multicast-mode VXLAN, the source VTEP sends a flood frame in a multicast VXLAN packet destined for a multicast group address. Transport network devices replicate and forwa...

	Q. What are the restrictions and guidelines for configuring VXLAN site-facing interfaces?
	A. As a best practice, configure an Ethernet interface as a trunk port and assign it to C-VLANs if Ethernet service instances exist on the interface. If the Ethernet access mode is used, you must configure the interface as a trunk port. Make sure all ...

	Q. What interface modules support Layer 2 forwarding for VXLANs?
	A. The LSUM1TGS48SG0, LSUM1QGS12SG0, LSUM2TGS48SG0, LSUM2QGS12SG0, and LSUM2TGS32QSSG0 interface modules support Layer 2 forwarding for VXLANs.

	Q. What interface modules support Layer 3 forwarding for VXLANs?
	A. The LSUM2TGS48SG0, LSUM2QGS12SG0, and LSUM2TGS32QSSG0 interface modules support Layer 3 forwarding for VXLANs.



